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2 Introduction

This document is the first of three deliverables being produced by Electronics and Computer Science (ECS) at the University of Southampton to document the work it is doing towards deployment of new Quality of Service (QoS) methods, in particular a Less than Best Effort (LBE) service.

The document details the current scope of the planned work (as of July 2003), the status of work done to date, and avenues for exploration that may be pursued beyond the initial project schedule.

Most QoS studies are directed at ways to provide a better than Best Effort (BE)  service, i.e. to prioritise certain network traffic in the presence of other traffic.   This is typically directed at real-time, congestion-sensitive applications such as H.323 videoconferencing, where adverse packet loss, delay or jitter can seriously degrade the usefulness of the application for the end users.   To this end, a large part of the studies in the JANET QoS Development project have been directed at such a service, namely Premium IP.   

An alternative method for elevating the priority of certain traffic is to instead demote the priority of some of the Best Effort traffic.  Where network congestion occurs, LBE traffic can then dropped before any other (higher priority) traffic. Early work in this area was undertaken on Internet2 with the definition and deployment of the Qbone Scavenger Service [QBSS].   While still not widely deployed, LBE technology has been adopted by a number of US universities.    In parallel, the Internet 2 community is also studying other campus bandwidth management solutions [I2QOS].

In this project we plan to further validate deployment of LBE services, including analysis of deployment issues from the network perspective (service level specifications that lead to router configurations) as well as the application perspective (understanding how to best implement LBE signalling and marking).   

3 Less than Best Effort

LBE has emerged from original ideas presented as an IETF Internet Draft that were then adopted by the Internet2 Qbone Scavenger Service (QBSS) back in around 2000, with the service being termed simply `Scavenger’.   

Since then, the European research networking community has shown interest in LBE.    The TERENA TF-NGN WG formed an LBE investigation activity [TF-NGN-LBE] that performed some experiments that were reported into GÉANT deliverable D9.9 [GEANT-D99] and to the QoS IP 2003 conference [QOSIP03].    The University of Southampton co-authored that deliverable and the QoS IP paper.  A birds of a feather (BoF) meeting was held between the Internet 2 and European communities in May 2002 which agreed to both support the transparent passing of the LBE Differentiated Services Code Point (DSCP) within their networks and to use a common DSCP of 8 (001000) to indicate LBE marking.

The D9.9 deliverable reported experiments where LBE was used in the GÉANT backbone.  The work demonstrated that LBE could be configured such that LBE traffic was successfully de-prioritised and that other traffic was not adversely affected.  Since that time the GÉANT backbone has been configured to support LBE traffic by not remarking DSCP 8 where observed.   

However, there is currently little if any congestion in the GÉANT core network; thus LBE is not yet being applied in practice.   Congestion is more likely to occur at the edges, and it is this scenario that we focus on in this project (a follow-up paper is planned from the results of this work). 

3.1 Applications of LBE

There are a number of scenarios where LBE could be deployed in UK academic networks.   These include:

1. Backups.   Large volume backup data, perhaps relayed over an ssh TCP session, does not have to arrive in a timely fashion, Many sites run backups overnight to avoid congestion.   With LBE, backups could more readily be run at any time of day. 

2. Experimental traffic.   Similarly, research projects may have a requirement to ship large volumes of experimental data between sites, again where timely arrival is not important, but spare capacity in the network could usefully be employed.   LBE is able to utilise otherwise unused capacity on a link.

3. Halls data.   Traffic originating from student dormitories attached to campus networks may be de-prioritised, to allow more `important` campus service applications to gain priority.

4. Service differentiation.   Sites running large FTP repositories or offering data that may interfere with other user’s traffic may wish to de-prioritise the higher volume service traffic, if timeliness is not critical.

5. Mirroring.   As per backups, inter-site mirroring can be run at any time of day using LBE to de-prioritise it.

6. Voluntary signalling by users.   Some users may wish to de-prioritise traffic on a voluntary `social` basis, similar to the renice facility on a UNIX system.

7. Estimation of available bandwidth.   By measuring LBE throughput on an end-to-end link, it may be possible to estimate available bandwidth on that link.   This may be an interesting area to explore, if LBE support becomes more pervasive.

3.2 Other deployment considerations

It should be noted that LBE traffic is only de-prioritised where the sender (or a device in the path from the sender) marks the traffic as LBE.   Thus in the FTP case, the server, or an edge router that the FTP server sits behind, has to mark the traffic.   If per-download application of LBE is desired, then a signalling method is required (see Section 7 below).   For halls data, only data outbound from the halls could be marked; the data then may be dropped as it leaves the campus, or perhaps as it enters a campus at the receivers end if that campus supports LBE.

Also, in a regional MAN, where a number of universities share a common connection to the SuperJANET backbone, it should be noted that if individual universities deploy and utilise LBE, they may benefit at their point of egress to the MAN, but may `lose` at the MAN egress to other universities who do not use LBE if congestion occurs there (because only they will be sending out LBE-marked traffic).   Thus some level of common understanding on the use of LBE in a MAN consortium is probably desirable.

While some users or sites may seek to `exploit` Premium IP marking (by marking inappropriate traffic), there is no benefit to such `forging` of LBE marking, or using LBE for a denial of service attack.

Another factor to consider is the allocation of minimum bandwidth to LBE.   To avoid starving TCP, some level of guarantee is desirable.  In the GÉANT tests, 1% was used (with 10% for Premium IP).    This figure should be examined; there are incidental reports that its variation can be an issue in some scenarios on some router platforms.   

Early LBE adopters may of course benefit for a period from a pseudo-Premium service if usage of LBE is less than that 1% of overall traffic, where a minimum bandwidth is guaranteed.

4 LBE implementation details

LBE can be configured on all routers in an end-to-end path to support preferential dropping of de-prioritised packets.    There are different levels of implementation that may be present in any router:

1. None.   No special consideration is given for LBE.   The routers may rewrite DSCP values.

2. DSCP transparency.   No router on the path should rewrite the DSCP for LBE traffic (DSCP 8).   Such routers should forward LBE as if it were BE traffic.

3. Minimum  bandwidth guarantee.  All routers on the path should offer a minimum bandwidth for LBE traffic, to help prevent TCP starvation.   In addition, LBE traffic should also be able to fill all unused bandwidth in a link.

4. Dropping LBE traffic ahead of any other traffic where congestion occurs, while still satisfying (3).

In practice LBE can be deployed incrementally, targeted at points of congestion. In such a case (2) is required, (3) is desirable while (4) is required at the congestion points.  Any router on path acting as (1) will potentially break the LBE behaviour from that point on in the path.

In the project we plan to undertake:

· Localised tests of LBE implementation

· Remote tests of LBE implementation (e.g. with UNINETT via JANET and GÉANT)

· Tests with IPv4 and IPv6 LBE (the latter drawing from the 6NET project).

· Determination of appropriate service level specifications for wider use of LBE.

· Consideration of LBE manageability

Our (initially) planned application areas are described in Section 6.   We will work with other projects that are running LBE to complement their activities.

5 Network topologies 

The planned local site topologies are described below.

In the larger picture, remote tests and trials to other universities in Europe (and the US) will need to transit LeNSE, SuperJANET, GÉANT and the national networks of the partner site(s).

5.1 Assessing DSCP transparency

In such cases, the NANOG dtraceroute can be used to assess DSCP transparency on the end-to-end path.  The tool takes a DSCP value as a parameter and runs a traceroute to the destination host, looking for any change in the returned DSCP value.   Such changes indicate routers on the path that do not honour transparency.   This tool was used to check the GÉANT backbone while it was being made compliant.

5.2 Local candidate topologies

Southampton has two Access Grid nodes [AG].     These utilise multiple audio and video streams (the vic and rat tools are used for the streaming), which may aggregate to many 10’s of Mbit/s.   The application is quite sensitive to network properties, though not as much as H.323.   However, it is a good application for empirical or subjective testing.    Our initial deployments will connect the ECS AG node to our site network in such a way that LBE can be trialled over the link, while the Cisco 7206 will add (currently missing) IPv6 multicast capability.

This initial deployment could take the following general topology:

[image: image2.wmf]
The new ECS firewall is being deployed in Summer 2003, and will at first be in parallel with the Cisco.   However, we will then seek to put the firewall and Cisco in series, first such that the Cisco is external to the firewall.

[image: image3.wmf]
Then later the firewall and Cisco will be reversed, both to protect the AG and Cisco through the firewall, as we study effects of the firewall on the QoS marking or behaviour.    

The IP740 is a gigabit capable firewall.    The Cisco 7206’s throughput capability is likely to exceed that of the Cisco (which is an NPE-G1 model), but the ECS connectivity is not at this stage near saturation (the IP740 was bought with a 5-year view in mind).
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5.3 Low bandwidth LBE links

Further to these topologies, there is an external commercial line from ECS that is used for non-academic traffic (e.g. spun-out ECS ventures, plus some local business hosting) where LBE could be tested.   This would require high confidence of robust operation, but would be interesting in that it would mirror quite closely the bandwidth and setup available in many FE colleges.

The commercial link also connects the local Southampton wireless network (SOWN), which is a community network that ECS wishes to support for student outreach.   But because SOWN is open, ECS will use the commercial line for that traffic (an 8Mbit/s link is being sought to expand this).

[image: image5.wmf]
5.4 IPv6 LBE

A final topology to consider is for IPv6 LBE (in a dual-stack environment with IPv4 LBE, with one router supporting both protocols).   This will be considered in more detail as the project progresses.   ECS is still awaiting a native IPv6 service from LeNSE (IPv6 is enabled in the SuperJANET backbone).   ECS is currently connected to the JANET IPv6 Experimental Service via a tunnel from a different Cisco 7206; this link has successfully supported a 30Mbit/s DVTS high-definition video application to the Netherlands.

6 Application-oriented testing

There are a number of applications or tools that can be used for LBE performance and measurement tests.

Typical of these are RUDE (Real-time UDP Data Emitter) and CRUDE (a Collector for RUDE), which can be used to test UDP traffic (transmitting and receiving).

To gain an insight into behaviour of applications, which will of course also use TCP, we plan to use IBM’s Application Workload Modeler [AWM], which is able to support both IPv4 and IPv6 (by mid-August 2003).   AWM can generate and test generic UDP and TCP traffic, but can also simulate protocols such as FTP and HTTP.   TCP applications are more interesting for LBE, in that they can back off more gracefully, rather than UDP streams having data dumped rather more unceremoniously (unless the UDP application manages bandwidth adaptively).

ECS will work with other QoS Development projects to share test tools.   ECS also has an Ixia network test device that may be applied to the project.   Ixia also has IPv6 test software that may be available.

The network properties to observe may include:

· Packet loss

· Throughput

· One-way delay

· Packet delay variation (jitter)

· Out of sequence packets (which may impact TCP throughput)

For streaming applications, unicast or multicast, Access Grid (see above) is a good candidate, as is DVTS (which supports IPv6), running in the foreground to other background LBE traffic.

For the instrumentation of the traffic, the existing data patterns will be inspected, to determine current DSCP (or TOS) usage by applications.

Alternative methods of bandwidth management will be considered – e.g. traffic shaping and quotas – and how they fit the LBE service model.

7 Configuration examples

Note that in Southampton’s experiments there is no Premium IP deployment planned in the initial stage.   This may be added later subject to support from the LeNSE regional MAN.    However, Premium IP may be configured in advance of anticipated use, after the initial LBE tests have been performed.
 

The DCSP values for the three services are:

· Premium IP – DSCP 46

· Best Effort – DSCP 0

· Less than Best Effort – DSCP 8

7.1 Router configuration

The Southampton deployment and enabling of LBE will initially be done on a Cisco 7206VXR router, as illustrated in the scenarios in the previous section.

The Cisco IOS configuration commands for the 7200 series router would be expected to take a format as follows, for defining the classes, their behaviour, and applying them.

Mapping observed DSCP values to classes:

class-map match-all besteffort

match ip dscp 0
class-map match-all lbe 

match ip dscp 8 

class-map match-all premiumip 

match ip dscp 46

Specifying the policy application (e.g. percentage of minimum bandwidth) for classes:

policy-map qos-policy 

class lbe 

bandwidth percent 1 

random-detect 

class premiumip 

bandwidth percent 10 

random-detect 

class besteffort 

bandwidth percent 89 

random-detect 

Applying the policy to an interface:

interface ... 

service-policy output qos-policy
There may also be requirements to `forcibly` mark traffic as LBE within the site; this could be done at internal routers where present, however the ECS site uses Alcatel equipment which combined Layer 2 and Layer 3 functionality in the same hardware.

Mapping and handling QoS within the site is an interesting (further) study area.   It relates with the campus bandwidth management work being investigated by the Internet 2 community [I2QOS] and the new JANET Bandwidth Management Advisory Service [BMAS] being set up at Manchester University.

7.2 Application configuration

Where LBE is not being marked by a router on a path, it must be invoked by the applications.   The standard C library has the setsockopt() call that can be used to set an IP Type Of Service (ToS) value (which equates to a given DSCP value).

As discussed above, LBE must be marked by the sender, thus the client wishing to use LBE must have some signalling method if selective use is preferred.

In the GÉANT D9.9 work, a simple extension to FTP was implemented that allowed a dscp command to be used (in the same way to other ftp commands like bin or get) to specify a DSCP value for the returned traffic from that point onwards.   Similar considerations may be needed for other applications, where selective use of LBE per download or per access is required.

In some cases, all traffic from a service may be marked, in which case the server application need only be changed, and no signalling from the client is required.

8 Current status

The current work items at the time of this report include:

1. Deployment of the Cisco 7206VXR router, as described in Scenario 1 above.

2. Deployment of the site firewall.

3. Investigation of features of and potential initial tests with IBM’s AWM, which should be available in the second week of August.

4. Studying existing use of DSCP values by applications (the `instrumentation` phase).

5. Studying application modifications to support LBE marking and application layer signalling (requesting and delivering).

6. Checking IPv6 QoS support in the IOS for the Cisco 7206 router

We are in discussion with other sites, in particular UNINETT, about initial trials.

We will opportunistically run LBE tests to remote sites as and when the chance arises, e.g. to appropriate conference or meeting venues.
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