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QoS project report – Imperial College London

The QoS development project was commissioned by Ukerna to implement a QoS prototype service across Janet, in accordance with the recommendations of the QoS Think Tank – an IP DiffServ-based system.

LMN involvement

At the instantiation of the project, LMN was a special case regional network, managed by the Janet NOSC, who were of course performing the QoS instrumentation and deployment on the backbone.

Partway through the project, LMN underwent a transition to a standard RPAN, and management was contracted out to Logicalis. After discussions with the LMN technical board and Logicalis representatives, LMN felt they were unable to justify the operational cost and technical risk of deploying QoS queuing. For this reason, Imperial were effectively disconnected from the elevated services portion of the QoS project.

It is not the intention of this author to single out LMN. On the contrary, it is understood that LMN have a responsibility to their users. However, it is worth noting that, on nearly identical equipment to the SuperJanet 4 backbone, that had until recently been managed by Janet, LMN felt the risk was too great – not even mitigated by the fact that LMN were performing identical reconfiguration on near-identical hardware with apparently acceptable risk.

It is the concern of this author that the main hurdle in successful deployment of a QoS service on Janet will be a lengthy bid to persuade the regional network operators of the value of QoS.

On a more general note, I would like to encourage Janet to consider including development activities, and guaranteeing access to such development activities, when procuring the next generation networks and drafting service level agreements.

Since LMN did not take any effective part in the QoS project, the remainder of this document is about IP Premium tests within Imperial, and Best-Efforts versus Less-than Best Efforts which can work across intermediate networks without configuration.

Imperial Network

The Imperial College network is a gigabit-ethernet based layer 3 routed core; building routers are also connected via gigE at layer 3, and intra-building uplinks are connected at layer 2 to floor distributors.  Building and core routers are all Extreme Summit i-chipset switched routers. Floor switches are largely 3Com 4400 10/100 switches. The overall architecture is shown below, with the two locations used for generating and measuring test traffic.
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For the purpose of the testing, the queuing was configured along limited paths that the test traffic would be flowing; test probe traffic marked above in red, test application (AccessGrid) traffic marked above in red and dashed lines.

The architecture of the Summit and 3Com devices is to queue on egress, as all ports are non-blocking until transmission. The configurations of the Extreme and 3Com equipment are in Appendix A and B respectively, but a high-level overview is in order.

Summit routers

The Extremes have 8 hardware queues and extremely flexible classification and remarking based on IP DiffServ and other criteria. 4 queues were used, in order of increasing priority:

· Q1 – Less-than best efforts – max 100% link

· Q0 – Best efforts – max 85% link

· Q5 – IP Premium – max 5% link

· Q7 – Routing / network management traffic – max 5% link

Note that 2-4,6 are unused and left in their default configurations. In principle, one or more could be devoted to an Assured Forwarding or other QoS service; we have considered devoting one to an “Internal” DiffServ value for local services.

Note also that Q0 and Q1 are inverted in priorities – this means that an “unconfigured” router (with all ports / traffic in Q0) has minimal typing changes, reducing configuration size; also, the 802.1p value “1” is typically, although rather counter-intuitively, assigned to less-than best efforts.

Extremeware has the useful property that all the queues can be run in strict priority relative to each other (rather than just one SP queue, e.g. Cisco IOS); although ensuring the max bandwidth cap in such a configuration requires care.

Thus, the above configuration will have:

· Routing serviced first in strict priority, up to 50Mbit/sec

· IP Premium serviced second in strict priority, up to 50Mbit/sec (100Mbit/sec total)

· Best efforts serviced third in strict priority, up to 850Mbit/sec (950Mbit/sec total)

· Less-than best efforts serviced fourth with the remainder of the bandwidth (minimum 1Gbit/sec – 950Mbit/sec = 50Mbit/sec)

This provides an elegant way of ensuring the relative priorities of the traffic along with their service levels – the only cost is that best efforts will never be able to consume more than 850Mbit/sec. It also provides the “bare minimum” to the LBE flows allowing TCP keepalives to maintain sessions even with BE congestion.

By default, Extremeware classifies traffic by using the following list (in order, first match exits, although this default order can be changed):

· access lists – can have a queue as part of a permit

· destination mac address – static mac to queue mapping

· source mac address – static mac to queue mapping

· IP DiffServ value – static per-port value to queue mapping, defaulting to:
 0- 7 = Q0
 8-15 = Q1 (LBE = 8)
16-23 = Q2
24-31 = Q3
32-39 = Q4
40-47 = Q5 (DiffServ EF = 46)
48-55 = Q6
56-63 = Q7 (routing)

· Ethernet 802.1p value (static value to queue mapping)

· Default queue per VLAN

We elected to use just IP DiffServ – all classification will be done at the edges and the few boundaries with non-centrally-managed networks will either use a per-port “default permit” ACL with assignment to Q0 or have service levels negotiated with the relevant parties.

Because the configuration uses 4 queues to achive priorities and bandwidths, queues 2-4,6 must be empty – this can be achieved one of two ways:

· Remark all traffic to DSCP 0 at the edge, which goes into Q0 in the core

· Configure the core to map DSCP 0-7,9-45,47 all to Q0

The latter requires more configuration but has the benefit of making the core DiffServ transparent i.e. no packet (re)marking except where specifically configured. However, at the current time the Janet core is only IP ToS-ready, which means that 40-45,47 are treated the same as 46 (EF) so must be remarked to 0, so this DiffServ transparency may have limited usefulness.

3Com edge switches

The 3Com 4400 is a well-featured 10/100 ethernet switch, with gigabit modules and stacking. QoS features are:

· 4 hardware queues per egress port.

· Ingress classifiers available (in order of check/apply):

· DSCP

· IP source/destination (matches against both, so that the conversation is matched in both direction)

· TCP/UDP source/destination port (as for source/destination address, matches both)

· IP protocol

· Ethertype

· Fallback “All Traffic” (if configured)

· Grouping of classifiers and service levels provide QoS to traffic.

· Can remark DSCP based on ingress classification, or retain DSCP.

· Rate limiting, but only on all traffic, not by classifier or DSCP/queue.

The 4400 uses “priorities” ranging from 0-7 inclusive (these map to the outbound 802.1p value, if the port is tagged). The three settings for QoS are:

· Classifiers – match the packet.

· Service levels – specify the priority and DSCP re-write, if any.

· Profiles – pair up classifiers with service levels for one or more ports.

The mapping of priorities to queue is fixed in hardware:

Priority   Queue Index

-----------------------

0          1(lowest)

1          1(lowest)

2          1(lowest)

3          2

4          2

5          3

6          4(highest)

7          4(highest)

To configure a 4400 for our QoS settings, it is necessary to:

1. Add an LBE classifier:
traffic qos classifier add 101 LBE dscp 8
2. Change the “Best Effort” service level to beat LBE (since as noted above, the priority -> queue mappings are fixed) and not remark to 0 (for DiffServ transparency):
traffic qos service modify 2 “Best Effort” 3 noChange
3. Create a background service level:
traffic qos service create 101 Background 1 8
4. Assign LBE to the background:
traffic qos profile addClass 2 101 101
5. Assign “All Traffic” to “Best Effort”, to make it beat LBE:
traffic qos profile addClass 2 1 2
If you are running version 4.0 of the 4400 software, you can additionally choose the service mode for the queues – strict priority or weighted round robin (the default):

traffic qos trafficQueue service SPQ

Also on version 4.0 of the software is rate-limiting; however, this is outbound rate-limiting and applies to an entire profile rather than individual service levels within the profile, so is not that useful.

Initially it was imagined that some form of dynamic QoS profile update would be required, however profiling of the mobility of systems has shown this not to be the case; in addition, subsequent software upgrades adding 802.1x features have permitted assignment of QoS profile as part of the 802.1x Radius reply, a far superior solution to scripted / timed updates to switches.


Testing methodology

There are very few freely available tools for generating load and characterising network response. The best known commercial tools are devices such as the Spirent SmartBits, but the cost of these is extremely high.

However, for testing with qualitative and medium-accuracy quantitative results, there are two primary tools and a few ancilliary tools.

rude/crude

A pair of Unix programs for generating (rude) and collecting (crude) UDP streams with configurable traffic profiles over time. The configuration is somewhat verbose, and the output can be tricky to interpret. Appendix C contains 2 programs written in “sh” and “Python” by the author that can be useful for starting rude/crude pairs remotely on systems and analysing the output.

iperf

This is a well-known TCP or UDP bulk traffic generator. It offers less capability (in particular, setting the DSCP values to simulate traffic types is tricky) but is much easier to use than rude/crude.

For the testing within Imperial and between Imperial and Southampton, we used exclusively rude/crude. This is because the use of UDP packets with extensive per-second (or rather, per-reporting-interval) loss, delay and jitter stats provides much greater granularity of data gathered than iperf, especially the TCP iperf which uses the OS TCP stack, with a corresponding lack of stats on round-trip times, loss/retry values, and so on.

Traffic Generation with commodity hardware

One particular issue faces was testing high capacity links with commodity (desktop-class) PC hardware. Most low-end hardware will find it extremely difficult to receive a gigabit of traffic. This is only really a problem at the receiver end if using a single receiver. For the purposes of the testing, Imperial had 3 HP desktop-class PCs with onboard copper Gigabit Ethernet NICs. However, even with good drivers and a modern OS, the maximum receive rate of these cards is 750Mbit/sec (the maximum transmit rate is higher, approximately 850Mbit/sec). This can lead to testing anomalies – for example, the following:


[image: image3]
The switch will correctly prioritise the BE above the LBE and transmit 750Mbit/sec of BE and 250Mbit/sec LBE (actually somewhat less, depending on queue parameters). However, the receiver may only be capable of receiving 750Mbit/sec and will thus drop BE packets. Using iperf, those drops would slow the BE transmission down and then speed up, causing very odd traffic patterns. Using rude/crude, oscillating packet loss would be shown.

Even worse is that this packet loss occurs without regard the packet priorities – since it is drops or overruns in the network card internal buffers, before the OS has time to see and prioritise the data. In that respect, the link from receiver to switch resembles a single sub-link-speed hop without QoS enabled.

It is therefore important when using hardware with less than link-speed receive capacity to make sure to take this into account. In fact, this can make link-speed testing impossible. At Imperial, a server-class system with faster busses and dual CPUs was used for the receiver on links of >100Mbit/sec.
Flow control

Many networks use Ethernet at layer 2. In particular, gigabit Ethernet equipment is an extremely common core technology, and 10 gigabit is beginning to appear.

With the advent of gig and 10gig, many vendors are pushing the necessity of enabling flow control on ports facing servers or clients to prevent over-subscription of uplink ports, and in some cases backplane bandwidth, with overcommitted linecards. It is worth noting that a straw poll of modern switch vendors reveals that only under serious oversubscription of either the backplane/fabric or an error condition (software switching paths) are likely to cause flow control to be generated; but that the devices do honour flow control.

Ethernet flow control is a low-level layer 2 “pause” frame that is sent to the other end of the link asking it to stop transmitting. It applies to all traffic on a link, and does not therefore respect traffic prioritisation.

For testing it is essential that flow control be turned off for transmit (generation) and receive (honouring) on both the generation and collection systems and on all links (switches and routers). If you do not, you will see packet loss and jitter which are a result of flow control buffering and buffer overruns in upstream switches.

For production you should carefully examine the traffic profiles of a system or link and choose the appropriate behaviour.
Operating system network stacks

Many modern OSes are capable, on suitable hardware, of receiving and transmitting a gigabit or equivalent speeds (though often they are not capable of it simultaneously). Important factors are:

· Bus speeds. Standard “desktop” PCI2.1 is clocked at 33MHz and 32 bits per cycle, which is 1.056Gbit/sec theoretical peak – you are likely to see between 50 and 80% of that, depending on system load, since the bus is shared with IO subsystems and general peripherals such as USB/keyboard/mouse. With such a tight margin, even minor system activity can cause packets to be dropped or buffered (see below). More recent PCI versions should give a comfortable margin for gigabit speeds, such as PCI2.2 (66MHz, 32-bit, 2Gbit/sec theoretical max.) and 64-bit PCI, or even PCI-X (133MHz, 64-bit, giving 8Gbit/sec theoretical max.)

· Network cards. Many modern network cards have powerful processors onboard that can offload some of the more intensive tasks, such as packet checksum validation and generation. Some include their own queueing and buffering (see below) and depending on your OS and driver software, may be able to prioritise which packets are sent to the OS first. Also, high performance cards will often coalesce receive interrupts, waiting for N packets (~5-10) or 100microseconds before generating an interrupt. This helps amortise the cost of a receive interrupt, which are usually very expensive.

· Buffers on the network card and in the OS stack. Most modern Network cards have memory for a small number of packets onboard. This is usually supplemented by an OS queue – packets are transferred from the card to OS queue during interrupts (which may be coalesced; see above) and then the receiving process is scheduled awake to receive.
However, under high receive load, the card or OS buffers can become full and at this point packets will be dropped, often without regard to the packet priority. Interrupt coalescing can help with card buffers, but OS buffers often have to be tuned upwards from defaults which may have been set with 100Mbit/sec speeds in mind.

Under Linux, some relevant settings have been established by the e-Science community (see http://www-didc.lbl.gov/TCP-tuning/buffers.html):

# Increase backlog of outstanding packets (receive

# queue length)

sysctl -w net.core.netdev_max_backlog=2500

# Increase transmit queue length

ifconfig interface txqueuelen 1000

# Flush cached values in routing table

sysctl -w net.ipv4.route.flush=1

Other OSes may have similar optimisations; for example, under FreeBSD the “fxp” network card driver (for Intel NICs) is superior and has support for the polling API. Under Linux the common Broadcom gigabit cards are poorly served by the default “tg3” driver; but the Broadcom-supplied “bcm5700” driver performs very well indeed, and supports the new NAPI polling.
Timing issues

Finally, if you are attempting to obtain very accurate timing results, remember that typical host transmit and receive times far exceed line-rate transmission values. A full-sized 1500 byte payload packet takes 12.3 microseconds line transmission on gigabit Ethernet, whereas we have benchmarked MPI Pallas on gigabit at between 80 and 280 microseconds round trip depending on packet size – clearly the OS stack adds significant overhead for large packets, and any timestamp information you will get will likely be during or after that overhead.

On the other hand, since OS stack transmission delays will always exist, you can assume a relatively fixed (depending on platform speed and OS and driver versions) overhead and simply discount it. Similarly, transmission over any WAN distances is likely to incur between 0.1 and 10 milliseconds, swamping OS stack load. Similarly, getting clock synchronisation to this level of accuracy can be challenging to say the least. These issues are not major problems, but should be borne in mind.
A note on bandwidths

The graphs shown below and later in Appendix C list bandwidth on the vertical axis in Mbit/sec. These figures are obtained by parsing the output of the “crude” collector, which reports things such as:

Flow_ID=32

Packets: received=4198   out-of-seq=1   lost(est)=0

Total bytes received=6179456

Sequence numbers: first=0   last=4197

Delay: average = 0.006665   jitter=0.000286   seconds

Absolute maximum jitter=0.007239   seconds

Throughput=6.21437e+06   Bps  (from first to last packet received)
Looking at the source for crude, the throughput is obtained by dividing the total bytes by time; and total bytes is the sum of the packet sizes, as returned by the unix recvfrom(2) system call – that is, the UDP payload.

For calculating bandwidth, estimates from UDP payload result in the smallest value, since the calculation excludes IP and Ethernet headers, and Ethernet preamble/CRC. For full-sized UDP packets:

· payload is 1472 bytes

· UDP header is 8 bytes

· IP header is 20 bytes (with no options)

· Ethernet overhead is 38 bytes

· 8 bytes preamble

· 6 bytes source address

· 6 bytes destination

· 2 bytes ethertype

· 4 bytes CRC

· 12 bytes gap

This means at 100Mbit/sec Ethernet, you get 1472/1538 = 95.7Mbit/sec of UDP payload. That is, “crude” bandwidth figures need to be adjusted upwards to get line rates.

Similarly when configuring rude, you specify a flow, time for the flow to start and stop, packets/second and packet size. If exact results are requires, care needs to be taken to ensure the correct values are used for the divisor. The easiest way is to consider that 100Mbit/sec is 8127 packets/second, and work from there.

In practice, the differences of a few percent are irrelevant to the comparative results used here, so you will see some of the bandwidths are 2/3 megabits low or high; however, they are scaled identically for both comparative flows.
Testing within Imperial

Test 1 – DiffServ prioritisation by 3Com 4400 switches (WRR)

The test parameters were:

· Single hop, one switch, one ingress port [RUDE generator], one egress port [CRUDE collector]

· BE – RUDE generation, starting 50Mbit/sec, rising to 75Mbit/sec

· LBE – RUDE generation starting 50Mbit/sec, rising to 75Mbit/sec

· Weighted Round robin queuing, weights as listed in section “3Com edge switches”
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Points to note:

· BE jitter has very little change (see Appendix C for graphs showing latency)

· LBE jitter rises sharply

· See Appendix C for graphs showing loss.

· The traffic pattern indicates weighting of 2:1 – this tells us that the weight for the WRR comes from the output queues number (1,2,3,4), rather than the 802.1p priority value.

Test 2 – DiffServ prioritisation by 3Com 4400 switches (SPQ)

The test parameters were:

· Single hop, one switch, one ingress port [RUDE generator], one egress port [CRUDE collector]

· BE – RUDE generation, starting 50Mbit/sec, rising to 75Mbit/sec

· LBE – RUDE generation starting 50Mbit/sec, rising to 75Mbit/sec

· Strict priority queuing
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Points to note:

· The fluctuations at the start are likely due to OS activity on the machine – a moderate portion of the testing shows small anomalies like this, often just after the start of the run as the machines settled (allocating buffers).

· The BE jitter is largely constant, with a slight decrease in jitter at peak traffic – we believe this is caused by BE filling the queues, and thus BE delivery times becoming more predictable (hence lower jitter, though higher latency, see Appendix C for expanded graphs). We experienced similar results testing across the WAN later (see below for full explanation).

· The BE loss is zero (not shown on graph, see Appendix C).

· BE gets full bandwidth priority from 50 to 75Mbit/sec and is totally protected from LBE.

Conclusions – 3Com 4400

With simple SPQ the LBE will not have the minimum guarantee – if the 3Com 4400 had the ability to rate-limit by DiffServ codepoint, we could use SPQ and limit other types of traffic.

With WRR the LBE can impact the BE, depending on the output queue (weights) used in the configuration.

Queueing mode can be selected on a per-switch-stack basis, for maximum flexibility, though requires a reboot to apply.

During the testing, the switch was monitored via the telnet CLI interface; and the monitoring station was marking its telnet packets as EF. We observed no failure of the telnet session – the EF was correctly prioritised even during BE and LBE congestion of links.
This test pattern reflected the overall testing within Imperial very well; although testing at gigabit speeds presented some interesting challenges, the QoS performed well and as advertised on vendor equipment. It is the welcome conclusion of the Network support group at Imperial that, at least for the products tested, QoS is a mature and stable technology.
Testing to/from Southampton

The testing to and from Southampton necessarily crossed the Janet backbone and therefore LMN – as was mentioned previously, LMN has no elevated queuing available so the test was conducted entirely with BE “load” and LBE “background”.

The specific application aim of the test was to ensure that the AccessGrid application (a heavily immersive multi-venue videoconferencing suite used by the global e-Science community) could function at the same time as a heavy LBE background bulk transfer.

This is particularly important as the AccessGrid is likely to be used as the communication of choice at many of the same locations as heavy grid activity, such as the DataGrid, which anticipates many hundreds of megabits of traffic once the LHC goes online on 2007.

Test 1 – probe traffic

The first test was to establish behaviour using test traffic. Rude and crude were used to generate LBE and BE traffic one direction at a time. The graphs below show the traffic generated from Southampton and to Imperial i.e. the data collector was at Imperial. BE traffic was 1472 byte UDP payloads at rates of 4000-10200 packets/second increasing at 100 packets/second/second. LBE traffic was a constant background of 10Mbit/sec (900 packets/second)
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The bottleneck link was at Southampton at 100Mbit/sec Ethernet. Note that BE traffic rises linearly until link saturation. As saturation is reached, LBE traffic drops off and there is a sharp rise in LBE loss and jitter (as well as jitter variation).

One peculiar feature of the BE traffic is that jitter decreases to a minimum as saturation is reached – a similar result was obtained on the single-hop layer 2 tests within Imperial. There are two possible explanations for this:

1. Normal traffic consists of a distribution of packet lengths, resulting in a distribution of queuing times and thus giving a non-zero jitter. As the BE test traffic is all one packet size, the packet lengths in the queue become more uniform and thus the transmission times become more uniform – jitter decreases.

2. crude may disregard dropped packets’ delay when calculating jitter (effectively their delay is infinite). The “crude” source code is confusing on this point, however it seems (see lines 575-590 and 675 of crude/main.c) that the jitter for a sample is calculated as:
foreach packet
  this_delay = time - prevtime
  total_jitter += abs(this_delay)
jitter = total_jitter / num
However “num” is the sequence number of the last packet – that is, during loss, num rises faster than jitter samples are gathered, and the net effect is to reduce the calculated jitter.

Since the jitter drops even before BE loss is zero (see Appendix C for expanded graphs), the first explanation is the more likely. This could easily be tested by making the BE traffic a mix of packet sizes during testing, and mixed packet sizes are a good candidate for further investigation.

Similar graphs result from generation at Imperial and collection at Southampton:
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Points to note:

· The graph shows correct sharing of the link between BE and LBE.

· The LBE background / minimum is preserved at high utilisation, although jitter is very heavy during those periods so large TCP windows would be required for effective performance of TCP flows (or equivalent congestion control mechanisms).

· LBE does not begin to suffer loss or drop in bandwidth until BE reaches ~80Mbit/sec, though BE is able to utilise >90Mbit/sec as LBE drops away; a future work item would be to take BE utilisation to make, then being increasing LBE to see the results

Test 2 – application traffic

The second test consisted of artificially generated LBE load competing with BE AccessGrid traffic. The Department of Computing staff at Imperial who run the LeSC AccessGrid node were generous enough to provide the node at the Imperial end, and ECS at Southampton used their node.

This test was rather more complex and as a result the data are less clear – in particular, the AccessGrid traffic is multicast rather than unicast, and it is known that on many router platforms, multicast does not participate in the same queuing as unicast traffic.

The test involved an LBE background starting at 45Mbit/sec and peaking at 125Mbit/sec. The AccessGrid traffic averages 6Mbit/sec of traffic to a multicast group, formed from 6/8 UDP streams for the various audio/video windows in the “room”.

The test was again in two halves – one with LBE load traffic sourced from Imperial to Southampton, the other with load from Southampton to Imperial. The “test” for the BE traffic was performed as a qualitative evaluation of the AccessGrid session by speakers and viewers during the LBE load, and unfortunately the results were initially not encouraging; it seemed that as the LBE load peaked, the AccessGrid session degraded to the point of unusability. However, we now believe this was due to the fact that the AccessGrid was multicast traffic and is queued differently.

For the IC->Southampton leg, the LBE traffic looked like this:
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And for the Southampton->IC leg:
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Notice that these curves look exactly like the BE curves in the first test – there is no sign of the drop in throughput or jumps in loss and jitter that occurred at high BE load. The graphs seem to indicate that the LBE traffic is being treated as BE relative to the “Application” load.

It is believed the cause of this is the fact that AccessGrid traffic is multicast. It is known that various Cisco platforms behave differently when queueing multicast as opposed to unicast traffic because of the mechanisms involved in performing the packet replication – often the queue for multicast is entirely separate from the unicast queues. Exact details depend on the hardware and software configuration, but it is clear that further testing is required to determine the interaction of multicast and QoS.

Conclusions

It is apparent from the local testing within Imperial and the testing of other partners that QoS is a reasonably well supported technology on LAN, MAN and WAN technologies, and can make measurable differences to the subscribing classes of traffic. Clearly there is work for further study; in particular, the interaction of QoS with multicast has been identified as a work area for further study.

Also of interest to Imperial is the use of DiffServ to signal disparate routing; in particular, the advent of the switched optical network and flexible transmission makes available a hierarchy of differentiated services. The possibilities of using DiffServ to signal to routing hardware an egress transmission path as well as priority is fascinating.

Finally, QoS is clearly at it’s most valuable on the lower speed links, providing a buffer against transient congestion. Imperial is currently undergoing upgrades to the access provision at outlying sites including upgrades of routers on 2Mbit lines, and upgrades to 10 or 100Mbit LES circuits, all of which can benefit from prioritisation – modern computers and applications can easily saturate these connections. We expect to deploy DiffServ on these links from day one.

Appendix A – Extreme 1i and 5i standard configuration

The Extreme inferno-chipset based routers provide native line-rate gigabit ethernet, with extremely flexible DiffServ-based QoS, and 8 hardware queues. We will be using the following configuration as standard on all building and core routers:

# Start DiffServ

enable diffserv examination ports all

# Setup QoS queues (can do this per-port if we want)
# Must set minbw==0 or it does WRR based on minbw

# Network control

conf qosprof QP8 minbw 0% maxbw 5% priority highHi

# EF queue
conf qosprof QP6 minbw 0% maxbw 5% priority MediumHi

# BE queue

conf qosprof QP1 minbw 0% maxbw 85% priority LowHi

# LBE queue

conf qosprof QP2 minbw 0% maxbw 100% priority Low

# We need to make the device DiffServ transparent...

# BE

conf diffserv exam code-point 0 qosprofile QP1 ports all

# do above for 1-7, 9-39, 48-55

# If you don’t get the whole range, traffic is dropped!

# Next, LBE
conf diffserv exam code-point 8 qosprofile QP2 ports all

# Next, EF

# 40-45, 47 (near-premium) are remarked to 0 at edge

# 40-47 (including 46) are mapped to QP6 by default

# Next, routing

# 56-63 are mapped to QP8 by default

# That’s it!

The Extreme SNMP MIBs (freely available from their website) contains extensive OIDs which can be used to pull back the QoS configuration of the switch; however, since the routers will not be  dynamically reconfigured (this will happen at the edge switches) this has not been fully investigated. The most useful data (per-DSCP or per-queue packet and byte counters) are definitely not present; without those, the OIDs are of little interest in a statically configured core.

Appendix B – 3Com SuperStack 3 4400 QoS profiles over SNMP

The 3Com 4400s have 3 objects for QoS classifiers that are accessible over SNMP for read and write. Some familiarity with SNMP and MIBs is assumed in the description below; there is no current published MIB file for these tables, they are reverse-engineered from observation and testing.

1 - Classifiers – these match packets based on destination IP address, IP protocol, TCP/UDP port, DiffServ codepoint or EtherType. The are contained in the SNMP table:

base oid: enterprises.43.10.39.1.1.1.c.idx

c – column number

idx – classifier index

columns:

1 – classifier index

2 – classifier name, string

3 – classifier type, enumeration followed by value – see below for details:

1 – DSCP

2 – UDP dest port

3 – TCP dest port

4 – UDP/TCP dest port

5 – IP dest addresses

6 – IP protocol

7 – Ethertype

4 – Sequence of 2-byte MSB integer, which QoS profile(s) the classifier is assigned to

5 – creator name, string

6 – status

2 – Service levels (effectively queueing and remarking)

base oid: enterprises.43.10.39.2.1.1.c.idx

c – column

idx – service level index

columns:

1 – service level index

2 – service level name, string

3 – DSCP to rewrite to, -1 for “no rewrite”

4 – 802.1d priority - -1 for “drop”

5 – unknown

6 – owner

7 – sequence of 2-byte MSB integer, which QoS profile(s) the classifier is assigned to

8 – status

3 – Profiles – a list of mappings of classifier to service level

base oid: enterprises.43.10.39.2.2.1

columns:

2 – profile name, string

3 – owner

4 – status

4 – Assignment of classifier -> servicel level pairs to a profile.

base oid: enterprises.43.10.39.2.4.1.X.p.c

X – unique index for table row (arbitrary)

p – profile index

c – classifier index

columns:

1 – unknown (precedence?)

2 – service level

3 – unknown

4 – unknown

5 – owner

6 – status

7 - unknown

E.g., to create a new classifier matching LBE:

snmpset -v 1 -c write-community switch.net.domain.com \

enterprises.43.10.39.1.1.1.2.333 s “LBE traffic” \

enterprises.43.10.39.1.1.1.3.333 o enterprises.43.10.39.1.2.1.8 \

enterprises.43.10.39.1.1.1.5.333 s “QoS manager” \

enterprises.43.10.39.1.1.1.6.333 i 4

4 for the status value is “createAndGo”. To delete this classifier, you would do this:

snmpset -v 1 -c write-community switch.net.domain.com \

enterprises.43.10.39.1.1.1.6.333 i 6

6 being “delete”.

To create a new service level, you would do this:

snmpset -v 1 -c write-community switch.net.domain.com \

enterprises.43.10.39.2.1.1.2.555 s "LBE traffic" \

enterprises.43.10.39.2.1.1.3.555 i -1 \

enterprises.43.10.39.2.1.1.4.555 i 1 \

enterprises.43.10.39.2.1.1.6.555 s "QoS manager" \

enterprises.43.10.39.2.1.1.8.555 i 4

Again, set status -> 6 for deletion. Note that 802.1d priority has been set to 1 – and also not that the default queuing on the 4400s states:

Priority   Queue Index 

-----------------------

0          1(lowest)   

1          1(lowest)   

2          1(lowest)   

3          2           

4          2           

5          3           

6          4(highest)  

7          4(highest)  

...hence LBE and Best Efforts are queued identically on the edge switches. It has not yet been determined if and how this mapping can be changed, although there are several unidentified OID trees in that location which may be involved.

Finally, to map LBE to that service level on the “Default” profile (assuming it's index is 2, which on the current software releases it always is):

snmpset -v 1 -c write-community switch.net.domain.com \

enterprises.43.10.39.2.4.1.2.2.333 i 555 \

enterprises.43.10.39.2.4.1.6.2.333 i 4 \

Or, put another way – set profile 2 (“Default”) classifier 333 (“LBE”) to service level 555 (“LBE”) and createAndGo. Finally, to assign a classifier to a port (this is a trivial example, since “Default” is assigned to all ports by default):

snmpset -v 1 -c write-community switch.net.domain.com \

enterprises.43.10.39.2.5.1.1.ifIndex i 2 \

enterprises.43.10.39.2.5.1.2.ifIndex i 2

It is currently unclear why there are two columns per port – however, using the CLI changes both columns.

This SNMP table layout is the basis of the QoS manager module. The bespoke application already has plugins with extensive knowledge of 3Com edge switches, so it has much of the data it needs (forwarding databases correlated with router ARP tables to give port->IP address mappings on the edge switches).

One point of note – as of three months ago, many other vendors (in particular the Cisco 2950 edge switches) did not support access of the QoS classifiers and service levels via SNMP, making it difficult to implement such a dynamic and automated policy checking system.
Appendix C – full graphs

The various graphs for the experiments present challenges, since the values for bandwidth, delay, jitter and loss differ widely in their ranges; bandwidths for 100Mbit/sec link tests and loss percentages fit quite conveniently onto a single vertical axis (scaled from 0 to 100), and a second vertical axis can be used to display jitter, however delay is typically 10-1000 times larger than jitter and units may differ widely based on the test at hand.

Below are all the graphs for the tests listed above. The graphs in the main body of the report are amalgams of the salient points for each test.

Imperial testing, 3Com 4400 – Test 1, LBE+BE, WRR
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[image: image13.emf]Layer 2 LBE - WRR queueing
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Imperial testing, 3Com 4400 – Test 1, LBE+BE, SPQ

[image: image14.emf]Layer 2 BE - SPQ
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[image: image15.emf]Layer 2 LBE - SPQ

0

10

20

30

40

50

60

70

80

1 6 11 16 21 26 31 36 41 46 51 56 61 66 71 76 81 86 91 96 101 106 111 116 121

Sample

Mbit/sec

0.00E+00

1.00E-04

2.00E-04

3.00E-04

4.00E-04

5.00E-04

6.00E-04

7.00E-04

8.00E-04

bandwidth

loss percentage

jitter


LBE WAN tests – Test 1, Probe traffic

Generated from Southampton, collected at Imperial
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[image: image17.emf]LBE traffic

0

10

20

30

40

50

60

70

80

1 5 9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73 77 81 85 89 93 97 101

Sample

Mbit/sec

% loss

0

0.0005

0.001

0.0015

0.002

0.0025

0.003

0.0035

0.004

0.0045

bandwidth

loss percentage

jitter


Generated from Imperial, collected at Southampton

[image: image18.emf]BE (at Soton)
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[image: image19.emf]LBE (at Soton)
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LBE WAN tests – Test 2, Application traffic (AccessGrid multicast versus LBE background – LBE background is graphed)

The application in this case was the AccessGrid traffic over BE. It was planned to use a packet capture of the RTP data and extract delay, jitter and loss statistics from the captured data, however I was unable to find a machine that could process the capture file (136Mb and over a million packets) in available RAM.
Generated from Southampton, collected at Imperial
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Generated from Imperial, collected at Southampton
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